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• Traditionally, relevance judgements are gathered on a binary or ordinal scale.  
• We propose a new way for relevance assessment based on Magnitude Estima-

tion (ME): a psychophysical scaling technique used to measure the intensity of 
stimuli. Respondents indicate the intensity of a stimulus through the assignment 
of a number.

• Relevance is expressed by a number on a continuous scale
• Two versions in this paper

 - Unbounded scale (“the real ME”): a number in ]0, +∞[
 - Bounded scale: a number in ]0, 100[

• ME advantages:
 - More precise measurements, no “thresholding effects”, no “running out of va-
lues”

 - Ratio scale => a 5 means that the document has “half relevance” than a 10
 - Ratio scale => more powerful statistical analysis

We’ve performed a crowdsourcing experiment to understand if ME is suitable for 
gathering relevance judgements:

• 3 topics from the TREC-7 and 8 with experts relevance judgements available 
on a 4 level ordinal scale:  not relevant (N), marginally relevant (M), relevant (R),      
highly relevant (H) [1]

• 4 pre-defined orderings templates: increasing (NMRH), decreasing (HRMN), 
non-relevant (NNNN) and medium (MRMR).

• 2 scales: bounded and unbounded. 
 - 3 x 4 x 2 = 24 experimental conditions.

 · 10 judges for each = 960 document judgements.
The experimental process involved each CrowdFlower judge being shown:

• Instructions
• The TREC topic title, description and narrative fields.
• Each participant is asked to judge four documents (one at a time) for one given 

topic, presented using one of the four previously defined orderings.
• A simple initial question to test that the topic was understood correctly.

 Q1: Do ME scores agree with ordinal expert judgements scores?

Fig1:
• Each dot represents a ratio of two ME scores assigned by a judge to documents 

in different expert-assigned ordinal levels (x axis). 
• Each column represents one ratio, in one of the document orderings.
• Scores > 1 agree with the expert ordering.
• Median ratios (except M/N in the HRMN condition) are > 1.
• The median scores assigned by the judges are consistent in rank with the or-

dinal levels of the expert judges.  

• In the following table is shown the proportion of pairwise judgements that agree 
with the order one would expect from the ordinal expert judgements (% of dots 
> 1 in Fig1)
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NMRH HRMN
Unbounded

N<M 54% 48% 56% 46%
M<R 68% 70% 70% 65%
R<H 68% 59% 59% 69%
N<R 86% 81% 67% 81%
M<H 82% 81% 85% 85%
N<H 89% 81% 70% 81%

Bounded Unbounded Bounded

 Q2: Are ME scores affected by presentation order?
• Differences between NMRH and HRMN?
• A Kolmogorov-Smirnov test between each column confirms that there is no stati-

stically significant difference between the document ordering NMRH and HRMN 
(p > 0.2).

 Q3: Can we quantify the relevance levels for NMRH?

Expert−assigned ordinal relevance level
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• We anchor the relevance score of an N document at an arbitrary level of the me-
dian ratios from Figure 1.  

• We infer the relative ME-assigned scores for the other ordinal levels MRH.
• N and M are much closer than R and H.  

 Q4: How many repeat measurements are required to obtain stable values?
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• 1000 random permutations of the order of the judges in our data.
• The sum of squared differences (SSD) between the median ratios of the inferred 

ME relevance scores for the M, R and H ordinal levels, for the number of judges 
shown on the x-axis and using all the judges (median SSD + 25th and 75th per-
centiles).

• Aggregated data for the three topics, the median judgement appears to stabili-
se after about 10 to 13 judgements for each topic.

• The agreement (Kendall’s τ) between the ranking of documents obtained using 
the expert judgements and the median ratios from Figure 1 for the number of 
workers indicated on the x-axis.

• These stabilise after only 10 judgements, or around 3 per topic in our case: using 
just three judgments per topic provides a good agreement with expert judg-
ments.

• Magnitude Estimation seems an effective technique for measuring the degree 
of relevance at the document level.

• ME-based judgements are consistent with ordinal expert judgements.
• Bounded and unbounded scales behave differently but both can be used.
• No ordering effects in our results.
• Not many crowdsourced judges are needed to get stable judgements.

 CONCLUSIONS

Judging Relevance Using Magnitude Estimation


